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Abstract

Many scienti�c applications generate massive vol-
umes of data through observations or computer sim-
ulations, bringing up the need for e�ective indexing
methods for e�cient storageand retrieval of scienti�c
data. Unlike conventional databases,scienti�c data is
mostly read-only and its volume can reach to the order
of petabytes, making a compact index structure vital.
Bitmap indexing hasbeen successfully applied to scien-
ti�c databasesby exploiting the fact that scienti�c data
are enumerated or numerical. Bitmap indices can be
compressed with variants of run length encoding for a
compact index structure. However even this may not
be enough for the enormous data generated in some
applications suchas high energy physics. In this paper,
we study how to reorganizebitmap tables for improved
compression rates. Our algorithms are used just as a
preprocessingstep, thus there is no need to revise the
current indexing techniques and the query processing
algorithms. We intr oduce the tuple reordering problem,
which aims to reorganize database tuples for optimal
compression rates. We proposeGray code ordering al-
gorithm for this NP-Complete problem,which is an in-
place algorithm, and runs in linear time in the order
of the size of the database. We also discuss how the
tuple reordering problem can be reduced to the travel-
ing salesperson problem. Our experimental results on
real data sets show that the compression ratio can be
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improved by a factor of 2 to 10.

1 In tro duction

Advancesin technology haveenabledthe production
of massive volumes of data through observations and
simulations in many scienti�c applications such asbiol-
ogy, high-energyphysics, climate modeling, and astro-
physics. In computational high-energyphysics,simula-
tions are continuously run, and events that are notable
for physicists are stored with all the details. The num-
ber of events that need to be stored in one year is in
the order of several millions [22]. In astrophysics,tech-
nological advancesenableddevoting several telescopes
for observations, results of which needto be stored for
later query processing[23]. Genomic and proteomic
technologies are now capable of generating terabytes
of data in a single day's experimentation [30]. These
new data sets and the associated queries are signi�-
cantly di�eren t from those of the traditional database
systems,most importantly due to their enormoussize
and high-dimensionality (more than 500 attributes in
high-energyphysicsexperiments). Thesenew data sets
and the associated queriesposea new challengefor ef-
�cien t storage and retrieval of data and require novel
indexing structures and algorithms.

Most of the scienti�c databasesof practical inter-
est are read-only, i.e., large volumesof data are stored
once and never updated. Further use of the data is
typically by meansof selectionqueries. Various types
of queries, such as partial match and range queries,
are executedon theselarge data setsto retrieve useful
information for scienti�c discovery. As an example, a
user can posea range query to retrieve all events with
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energy lessthan 15 GeV, and the number of particles
lessthan 13. When the data are large and read-only,
asin the caseof scienti�c databases,indexing technolo-
gies are well-known to signi�can tly improve the per-
formance of query and data analysis, thus developing
index structures tailored for scienti�c data is crucial to
e�ectiv ely exploresuch data. Due to the scaleand high
dimensionality of thesedatabases,simple extensionsof
traditional indexing strategiesare inadequate: R-trees
and its variants are well-known to losee�ectiv enessfor
high dimensions;hashing-basedindices lack storageef-
�ciency; and transformation basedapproachesare not
e�ectiv e for partial match and range queries. Further-
more, most of the indexing approachesdo not focus on
the size of the index structure itself. However, due to
the huge data volume in a typical scienti�c database,
the sizeof the indexing structure becomesasimportant
as other parametersand must be taken into account.

Focusing on the major characteristics of scienti�c
data, such as being read-only, having special access
patterns and numerical attributes, researchers have
managedto develop indexing techniques that are fea-
sible for high dimensional scienti�c databases.Bitmap
indexing, which has been e�ectiv ely utilized in many
major commercialdatabasesystems[2, 15, 29], hasalso
beenthe most popular approach for scienti�c databases
[3, 16, 24, 26, 27, 29]. Several techniques have been
proposedexploiting the bitmap indexing approach for
scienti�c data. The general idea is to organize the
data as a two dimensional table. Events are stored
row-wise as tuples. Every attribute is partitioned to
several bins, which form the columns of the table. A
table entry is 1, if the tuple of this row is in the bin
of the column, and 0 otherwise. Thus, the index table
is a 0-1 table. This table needsto be compressedto
be e�ectiv e on a large database. General purposetext
compressiontechniquesare clearly not suitable for this
purpose since they signi�can tly reduce the e�ciency
of queries [12, 26]. Specialized bitmap compression
schemes have been proposed to overcome this prob-
lem. The two most e�ectiv e schemesin the literature
are Byte-aligned Bitmap Code (BBC) [2] and Word-
Aligned Hybrid Code (WAH) [1, 12, 26, 27, 28]. Both
of theseschemes,like many others [3, 29], are basedon
run-length encoding, i.e., they both replace repeated
runs of 0's or 1's in the columns by a single instanceof
the symbol and a run count. These methods not only
compressthe data but also enable fast bitwise logical
operations, which translate to faster query processing.

Run-length encoding and its variants exploit uni-
form segments of a sequence,thus their performances
depend directly on the presenceof such uniform seg-
ments. Their e�ectiv enessvaries for di�eren t organi-

zations of the database tuples, since ordering of tu-
ples a�ect uniform segments in the columns. In this
paper, we study how to reorder tuples of a database
to achieve higher compressionrates. Our techniques
are used as a preprocessingstep before compression,
only to improve the performance,without a�ecting al-
gorithms usedfor compressionand querying. We state
this tuple reordering problem as a combinatorial op-
timization problem, and propose heuristics for e�ec-
tiv e solutions for this NP-Complete problem [17]. We
show a reduction of the tuple reordering problem to the
traveling salesperson problem, which is a well-studied
combinatorial optimization problem. However, given
the enormous sizesof the databases,we are only re-
stricted to memory and time e�cien t heuristics, which
takes away the applicabilit y of most frequently used
techniquessuch as simulated annealing. In this paper,
we propose Gray code sorting to order the rows of a
bitmap table for larger segments of uniform 1's. Our
algorithm is linear, in the sizeof the database,and an
in-placealgorithm, which meansit doesnot require any
auxiliary memory allocation. Theoretically, we prove
that our algorithm is optimal, whenall cellsof a bitmap
table are full. In practice, our experiments on scienti�c
data showed signi�can t improvements in compression
rates. In many instances,compressed�le size for the
reordered �le lessthan half the compressedsizeof the
original �le. We have alsoobserved a 9.60times reduc-
tion in compressed�le size on data set HEP3, bitmap
table for which has 110 columns and 2,000,000rows.

The paper is organized as follows. In the next sec-
tion, we present compressionalgorithms for bitmap ta-
bles. Section 3 discussesthe tuple reordering prob-
lem. We �rst de�ne the problem, and show a reduction
to traveling salesperson problem. Next, we intro duce
Gray code ordering, which is tailored for the tuple re-
ordering problem. Experimental results are presented
in Section 4. Finally, we discussfuture work and con-
clude with Section 5.

2 Compressing Bitmap Tables

The data that generated by scienti�c experiments
is composed of attributes that are numerical or enu-
merated. Compared to conventional databases,a data
record in a scienti�c databaseinvolvesmany more at-
tributes, up to order of a hundreds. And the number
of tuples is hugedue to the technological advancesthat
make it possible to generatehuge volumes of data on
a daily basis. High energy physics simulations gen-
erate millions of events to be stored in a single year.
Due to such large data volume, even simple queries
are extremely slow without an e�ectiv e index struc-



Table 1. Bitmap example
Tuple Attribute 1 Attribute 2 Attribute 3

bin1 bin2 bin1 bin2 bin1 bin2
t1 1 0 1 0 0 1
t2 0 1 0 1 0 1
t3 1 0 0 1 1 0
t4 1 0 1 0 0 1
t5 1 0 1 0 1 0
t6 0 1 0 1 1 0

ture in place. However, neither the well-known multi-
dimensional indexing techniques [21, 10] nor their ex-
tensions[14, 13, 5, 7, 6] havebeensuccessfulin scienti�c
databasesystems,partly due to the e�ects of the infa-
mous dimensionality problems [4, 25] and the massive
scaleof thesesystems.

Most practical approaches for indexing scienti�c
data are based on bitmap indexing strategies [2, 29,
26, 15, 3, 24, 8, 9, 27, 16, 1, 12, 28]. For example,
Wu et al. proposedan e�ectiv e bitmap indexing tech-
nique for large-scalehigh energyphysicsdata [28]. This
technique usesa compressiontechnique called word-
aligned hybrid (WAH) to compressthe index structure
to conveniently small sizeswithout losing accessingef-
�ciency. Exploiting the fact that each attribute is nu-
meric or enumerated, data are partitioned into several
bins, wherethe number of bins per each attribute could
vary. If a value falls into a bin, this bin is marked \1",
otherwise \0". Sincea value can only fall into a single
bin, only a single \1" can exist for each row of each at-
tribute. After binning, the whole databaseis converted
into a huge 0-1 bitmap, where rows correspond to tu-
ples and columns correspond to bins. Table 1 shows a
binning examplewith three attributes, each partitioned
into two bins. The �rst tuple t1 falls into the �rst bins
in the attributes 1 and 2, and the secondbin in at-
tribute 3. Note that after binning we can treat each
tuple as a binary number. For instance t1 = 101001
and t2 = 010101.

Binning method itself cannot compressthe size of
the bitmap table, and instead, might even increasethe
size [3]. However, it converts the original table to a
more conciseformat with only two di�eren t values: \0"
and \1". Run length encoding [20] can therefore be
usedover every column to compressthe data when long
runs of \0" or \1" blocks becomeavailable.

Pure run length encoding is not a good strategy for
indexing becauseof its accessingine�ciency . Unlike
traditional run length encoding, WAH mixesrun length
encoding and direct storage. For instance, if the word

length is 32, every column is partitioned to blocks of
31 bits. If a block is a mixture of both \0" and \1",
we mark the most signi�can t bit of encoded word \0"
to indicate this word is a literal word and copy the 31
bits to the block directly. Otherwise, if the block is
�lled with all \1", we continue to scan and count the
number of consecutive blocks which are �lled in with
all \1". To encode, the most signi�can t bit is marked
\1" to indicate this word is a �l l word, and second
signi�can t bit is marked \1" to indicate the block is
�lled with \1"s. The remaining bits are used to store
the number of blocks. We do the samething for blocks
of all \0"s. Table 2 presents an example. The �rst
row is a column from the original bitmap, which starts
with a 1, continueswith 20 0s, followed by 3 1s, 79 0s,
and ends with 21 1s. The secondcolumn partitions it
into 4 segments, each of which has 31 bits. Row 3 lists
the hex representation of those segments, and row 4
is its WAH encoding. The �rst word is a literal word
mixing 0 and 1, thus there is no changeto its encoding.
The secondand third word are \�ll word" with all 0.
We then put them together. The encoding therefore is
80000002.The fourth word is another literal word.

3 Impro ving Compression Rates by Tu-
ple Reordering

Run-length encoding and its variants exploit uni-
form segments of a sequence,thus their performances
depend directly on the presenceof such uniform seg-
ments. Their e�ectiv enesscan be improved by aligning
data for longer uniform segments. In this section, we
study the problem of reorganizing bitmap tuples for
more e�cien t run-length encoding. In the next subsec-
tion, we de�ne the problem, which we call the tuple re-
ordering problem, and show a reduction to the traveling
salespersonproblem. Then we continue with proposed
solution methods for the tuple reordering problem.

3.1 ProblemFormulation

Our objective in reordering is to increasethe per-
formanceof run-length encoding by having longer uni-
form segments and thus fewer number of blocks. Recall
that run-length encoding, whenusedon bitmaps, packs
each segment of \1"s into a block and storesa pointer
to each block together with the length of the block.
Thus the storage size is determined by the number of
such blocks. Consider two consecutive tuples in the
bitmap table. If the tuples are on the samebin for an
attribute, they will be packedto the sameblock. If not,
a new block should start. E�ciency can be enhanced
by reordering tuples sothat they fall into the samebins



Table 2. WAH compression

original bits 1� 1, 20� 0, 3� 1, 79� 0, 21� 1

31-bit groups [1� 1,20� 0, 3� 1, 7� 0], [31� 0],[31� 0], [10� 0, 21� 1]

groups in hex 400003800000000000000000001FFFFF

WAH(hex) 4000038080000002001FFFFF

as much as possible. An example is illustrated in Fig-
ure 1. In this example,the original table has12 blocks,
whereasthe reorderedtable requires only 7 blocks.

Let di� (t i ; t j ) be the number of attributes that tu-
ple t i and tuple t j fall in di�eren t bins. Notice that
di� (� i ; � i +1 ) gives how many new blocks start at the
i th tuple after reordering when run-length encoding is
used,where � i denotesthe i th tuple in ordering � . An
example for computing the di� values is illustrated in
Figure 2. For example di� (t1; t2) = 2, since tuples t1

and t2 fall into di�eren t bins for the �rst two attributes.
We can now formally de�ne the tuple reordering prob-
lem.

De�nition 1 (T uple reordering problem) Let �
be an ordering of m tuples so that � i denotesthe i th
tuple in the ordering. Tuple reordering problem is
�nding an ordering � that minimizes

m � 1X

i =1

di� (� i ; � i +1 ): (1)

In Equation 1, we sum di� valuesover all consecu-
tiv e tuples to attain the number of new runs that start
for the whole table. The �rst tuple requires starting
a run for each attribute. Thus the number of blocks

can be computed as A +
m � 1X

i =1

di� (� i ; � i +1 ), where A is

the number of attributes. Thus an ordering that mini-
mizesEquation 1 also minimizes the number of blocks
in the reordered table. For instance, Equation 1 re-
turns 2 + 2 + 2 + 1 + 2 = 9 for the initial ordering in
Figure 1, which meanswith the addition of the num-
ber of attributes, there will be 9+ 3 = 12 blocks in the
compressedtable. Whereas for the reordered table in
the same�gure, Equation 1 returns 0+ 1+ 1+ 1+ 1 = 4,
which meansonly 7 blocks in the compressed�le.

3.1.1 Reduction to the Traveling Salesperson
Problem

Traveling salespersonproblem (TSP) canbe intuitiv ely
de�ned as�nding a shortest path that visits all cities in
a given map. In a graph theoretical formulation, cities
correspond to verticesof a graph, and a weight function
is de�ned on edgesthat connectvertices. The objective
is to �nd a path visiting all vertices that minimizes the
sumof weights of the edgesbetweensuccessivevertices.
Below, we describe a graph model to reduce the tuple
reordering problem to TSP.

In our reduction, we will have vertices to represent
tuples, since we are seekingan ordering of the tuples.
We de�ne a weight function on edges,so that an opti-
mal solution to the TSP problem minimizes the num-
ber of runs in run-length encoding of the reorganized
bitmap. Given a bitmap B as a set of tuples, de�ne
its graph GB = (V; E) so that each tuple t i in B is
represented by a vertex vi , and each pair of vertices vi

and vj is connected by an edge (vi ; vj ) in E . De�ne
the weight of an edge (vi ; vj ) as di� (t i ; t j ) as de�ned
in Section 3.1.

Theorem 1 Given a bitmap B , de�ne graph GB =
(V; E) so that each tuple t i is represented by a vertex
vi 2 V . All pairs of vertices vi and vj are connected
by an edge with weight dif f (t i ; t j ). An optimal TSP
solution on GB , givesan optimal solution to the tuple
reordering problem.

Pro of TSP ordering gives a traversal of vertices that
minimizes the sum of edge weights between consecu-
tive vertices. When we replace vertices with tuples, we
get an ordering of tuples that minimizes the di� values
between consecutive tuples. Minimizing the total edge
weight corresponds to minimizing Equation 1, thus the
number of runs in run-length encoding of the reorga-
nized bitmap table.

A similar problem has been studied by Pinar and
Heath in the context of increasingmemory performance
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Figure 1. Example for tuple reordering
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Figure 3. Reduction to TSP. TSP graph for the
bitmap table in Figure 1. Dark arrowed edgesindi-
cate an optimal TSP solution.

of sparse matrix-v ector multiplication [17]. Conven-
tional data structures for sparsematrices require one
memory indirection (extra load operation), during
matrix-v ector product operations. Pinar and Heath
described how to reduce the number of memory indi-
rections by exploiting nonzerosin consecutivepositions
in a column and proposeda reordering method to re-
order rows to align nonzerosof the matrix to consecu-
tiv e positions in columns. Their method is basedon a
graph model that reducesthe problem to TSP. Tuple

reordering problem is similar, since a bitmap can be
consideredas a sparsematrix, with tuples correspond-
ing to rows and bins for all attributes corresponding to
columns. We have a nonzero at row i and column j
i� i th tuple is in bin j . However, the practical aspects
of thesetwo problems are signi�can tly di�eren t, hence
require di�eren t solution techniques. Sparsematrices
arising in many applications de�ne systems of linear
equations and are square. Rectangular matrices arise
especially in optimization, but even then the number
of columnsand the number of rowsare close,at least in
the sameorder. In databaseshowever, the number of
tuples, which corresponds to rows in a sparsematrix,
is several orders of magnitude larger than the num-
ber bins, which corresponds to number of columns in
a sparsematrix. Sparsematrices are much smaller in
dimension comparedto number tuples in a database.

Recently , Johnson et al. reported similar observa-
tions on the relation betweentuple ordering and trav-
eling salespersonproblem [11].

3.2 Heuristics for Tuple Reordering

In this section we propose techniques to reorder
database tuples for better compression rates. First
we discuss feasibility of reorganizing a database and
what is necessaryfor an ordering algorithm to be ef-
fective. Then we describe how to adopt Gray codes
for tuple reordering. We show that this technique is



optimal under certain conditions. Finally, we discuss
using conventional TSP heuristics for tuple reorder-
ing. Databasesare seldom reordered, since even mov-
ing data to implement a speci�ed reordering is a big
challengedue to enormousdata volume. Thus we need
to be careful while designing algorithms to �nd such
reorderings. For an ordering algorithm to be applica-
ble to a database,it needsto be memory e�cien t. The
memory requirement needsto be at most linear in the
order of tuples. Preferably, the algorithm should be
in-place, i.e., it should not use any auxiliary memory.
Also, it is computationally ine�cien t, if not infeasible,
to apply a technique to the whole database. An ef-
fective technique then should be local, i.e., it must be
su�cien t to apply our techniquesto the portions of the
databaseto improve compressionrates. This locality
provides scalability to a technique, since it can be ap-
plied to databasesof arbitrary sizes.

Reordering database tuples has only local e�ects,
thus it is easyto localize reordering algorithms to only
portions of the database. Reordering larger portions of
the databaseis expected to yield better performance,
thus it is still important to limit the memory require-
ment of the ordering algorithm to order larger portions
of the database. The Gray code ordering proposed
in the subsequent section is an in-place algorithm and
thus optimal in terms of memory requirement. It can
even be applied to the whole database,since it has a
regular accesspattern and requires a small number of
passesover the bitmap table. The last sectiondiscusses
adoption conventional TSP solution techniques to the
tuple reordering problem, however thesetechniquesal-
most invariably require additional storage,which is of-
ten superlinear in the number of tuples.

3.2.1 Gra y Co de Ordering

A Gray code is an encoding of numbers so that
adjacent numbers have only a single digit dif-
fering by 1. For binary numbers two adjacent
numbers di�er only by one digit. For instance
(000; 001; 011; 010; 110; 111; 101; 100) is a binary Gray
code. Binary Gray code is often referred to as the \re-

ected" code, becauseit can be generatedby the re-

ection technique described below.

1. Let S = (s1; s2; : : : ; sn ) be a Gray code.

2. First write S forwards and then append the same
code S by writing it backwards, so that we have
(s1; s2; : : : ; sn ; sn ; : : : ; s2; s1).

3. Append 0 at the beginning of the �rst n numbers,
and 1 at the beginning of the last n numbers.

As an example, take the Gray code (0; 1). Write it
forwards, then add the samesequencebackwards, and
we get: (0; 1; 1; 0). Then we add 0's and 1's to get:
(00; 01; 11; 10). We can use this new sequenceas an
input to our algorithm. After the re
ection step we
get (00; 01; 11; 10; 10; 11; 01; 00). We add the �rst dig-
its to attain: (000; 001; 011; 010; 110; 111; 101; 100). It
is worth noting that Gray codes are not unique, and
di�eren t orders on the samegroup of numbers might
satisfy the Gray code property. We use the term fun-
damental Gray code to refer to a Gray code generated
by the re
ection technique described above with using
(0; 1) as the initial sequence.We will refer to ordering
a set of numberswith respect to the fundamental Gray
codesas Gray code ordering, which we describe next.

De�nition 2 (Gra y code rank) The Gray code
rank g(s) of an n-bit binary number s is the rank of
this number in an n-bit fundamental Gray code.

For instance,g(0000) = 1, sinceit is the �rst number
in the 4-bit fundamental Gray code. And g(0001) = 2,
sinceit follows 0000in the fundamental Gray code.

De�nition 3 (Gra y code sorting) A sequence S =
(s1; s2; : : : ; sm ) is Gray code sorted i�

g(si ) � g(si +1 )

for i = 1; 2; : : : m � 1, where g(si ) refers to the Gray
code rank of si .

The sequence(0001; 0010; 0101; 1100; 1110; 1011) is
Gray code sorted becauseg(0001) = 2 < g(0010) =
4 < g(0101) = 7 < g(1100) = 9 < g(1110) = 12 <
g(1011) = 14.

This brings the question of how to e�cien tly order
a set of numbers to be Gray code sorted. We can re-
verse the fundamental Gray code generation process,
to sort numbers with respect to the fundamental Gray
code. As the �rst step, we can divide numbersas those
that start with 0 and those that start with 1. Clearly
those that start with 0 will precedeothers in the or-
dering. Then we can recursively order those that start
with 0. The samecan be applied to the secondgroup
of numbers that start with 1, but we need to reverse
their ordering due to the re
ectiv eproperty of the Gray
code. In Algorithm 1, we present the pseudo-code of
this algorithm. In this algorithm, S(A; i; j ) denotesthe
j th signi�can t bit of the i th tuple in table A. Note that
the reversiondoesnot needto be a separatestep in the
algorithm, but wepresent it separatelyfor clarit y of the
presentation.



GC-sort (A ; star t; end;b)
1: i  star t
2: j  end
3: while i < j do
4: Decrement j until S(j; b) = 0
5: Increment i until S(i; b) = 1
6: if i < j then
7: Swap the i th and j th tuples on the table
8: end if
9: end while

10: if b < no of bits then
11: GC-sort (A; star t; j; b+ 1)
12: GC-sort (A; j + 1; end;b+ 1)
13: Reverse(j + 1; end)
14: end if
Algorithm 1: An in-place Gray code sorting algo-
rithm. GC-sort (A ; star t; end;b) sorts numbers be-
tween indices star t{ end in A according to their least
signi�can t b bits in Gray code order. S(A; i; j ) denotes
the j th signi�can t bit of the i th number in table A.

Lemma 1 Algorithm 1 orders numbers in A to be
Gray code sorted, when initial ly invoked with GC-sort
(A; 1; m; n), where m is the number of tuples, and n is
the number of bits.

Pro of The proof is based on induction on the number
of bits. First observethat recursive calls respect the
previous orderings, since after one pass, the recursive
calls only operate on the segment of tuples that all start
with the samebit pre�x.

The inductive basis is for n = 1, when it is easy to
observethe correctnessof the algorithm. It is also easy
to see that numbers that start with 0 should precede
those that start with 1 for Gray code sorting. By the
inductive hypothesis, the numbers that start with 0 are
sorted correctly by the algorithm according to their last
n � 1 bits, and adding 0 doesnot a�e ct their Gray code
precedence. Similarly, numbers that start with 1 are
Gray codesorted recursively according to their last n� 1
bits, howeverputting 1 at the beginning requires the re-

e cted order, which we achieveby Reverse(j + 1; end).

Figure 3 illustrates this algorithm. It is important to
note that Algorithm 1 is an in-place algorithm, which
is important for our application since we have to deal
with very large data sets.

Recall that sinceconsecutive numbers di�er only at
one bit, Gray code numbers have maximum bit-level
similarit y between consecutive numbers. This obser-
vation can be used for ordering databasetuples, since
every tuple in the databasecan be consideredas an n-
bit binary number. By Gray code sorting, we can im-
pose similarit y between consecutive numbers. And if

all distinct tuples exist, i.e., if all cellsof the bitmap ta-
ble are full, Gray code sorting will producean optimal
ordering. We formalize this claim with the following
theorem.

Theorem 2 Gray code ordering provides an optimal
solution for the tuple reordering problem, if all cells of
the bitmap table are ful l.

Pro of The algorithm orders identical tuples consecu-
tively. Thus at most one bit di�ers between two con-
secutive tuples, which implies optimality.

By the result of Theorem 2, Algorithm 1 gives an
optimal solution whenall cellsare full, however in prac-
tice this will rarely happen, and the solution may not
be optimal. Gray code ordering is more e�ectiv e when
most of the cells are full, which meansit is more e�ec-
tiv e with increasing number of rows, and thus larger
databases. Its performancealso depends on the num-
ber of attributes, and the number of bins per attribute.
Increasingthesetwo terms increasesthe number of cells
in the bitmap table, making the table more sparse.
Nevertheless,even when the bitmap table has a lot of
empty cells, Gray code ordering imposesbit-level simi-
larit y betweenconsecutive tuples very e�ectiv ely asev-
idencedby the experimental results. We have recently
been aware of the work by Richards, which discusses
similar ideas[19].

3.2.2 Con ventional TSP heuristics

TSP is a very well-studied problem and has been a
testbed to demonstrate the e�ectiv enessof optimiza-
tion methods such as simulated annealing and genetic
algorithms. A survey of the literature on TSP solution
methods can be found in [18]. However our target ap-
plication is databasereorganization where the number
of tuples (vertices of the TSP graph) may be easily in
the order of millions, and the enormoussizesof these
problemsrequire memory- and time-e�cien t heuristics.

TSP heuristics can be used to construct an order-
ing or improve a given ordering. However, explicit
construction of the TSP graph is not feasible for re-

ordering databasetuples. The TSP graph has
�

n
2

�

potential edges. We can drop edgeswhose weights
are zero, but even then, the number of edgeswill be
O(n2) for a bitmap table. Infeasibilit y of constructing
the TSP graph restricts us to simple greedy strategies
whereedgeweights can be computed on the air during
the course of the algorithm. In our experiments, we
used a 2-switch technique, which repeatedly seeksfor
a pair of verticesthat decreasethe solution value when
they switch positions. To further improve e�ciency ,
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Figure 4. Illustration of Algorithm 1.

we restricted the search for pairs to only those within
a speci�ed distance. It will be worthwhile to observe
performancesof other TSP heuristics from the litera-
ture, but it should be noted that one can use only a
limited selectiondue to the very large sizesof the prob-
lems, and more importantly Gray code is already very
e�ectiv e and an in-place algorithm.

4 Exp erimen tal Results

In this sectionwe discussour empirical work to vali-
date our proposedmethods. We applied our reordering
techniques to several data sets from various applica-
tions to observe the decreasein the sizesof the bitmap
tables. As we will present in detail, we have observed
signi�can t improvements, which should directly trans-
late into improvements in query processingtimes. Re-
member that scienti�c databases,which are the main
motivation for our research, are mostly read-only, thus
reorganization needsto be done only once, for faster
processingtimes in all future queries. Nevertheless,we
also present the running times and scalability of our
methods to prove the feasibility of application of our
methods on very large databases.

It is also worth noting that our methods are used

as a preprocessingstep before actual compressional-
gorithms, to align 1's in the bitmap table into consec-
utiv e positions. Thus, any compressionalgorithm can
be employed to compressour reorganizeddata. In our
experiments we usedWAH compressionalgorithm [28].

Wepresent the e�ectiv enessof our methodsbasedon
the improvementfactor, which we compute asthe ratio
of the compressedbitmap table sizeof the original data
to the compressedbitmap table size of the reordered
data, i.e,

improvement factor =
compressedsizeof original

compressedsizeof reordered

Thus, an improvement factor of 5 means,compressed
reordered data takes5 times lessspacethan the com-
pressedoriginal.

Table 3 reveals the e�ectiv enessof our Gray code
reordering algorithm on 7 data sets from various ap-
plications. In this table, the �rst three columns give
the name of the problem, number of tuples, and num-
ber of columns in the bitmap table, respectively. The
next two columns present the sizesof the compressed
bitmap tables for the original and reordered data, re-
spectively. The last column presents the improvement
factor. Out of the 7 data sets, the �rst three data
sets(HEP1, (HEP2, and HEP3) are from real high energy



Table 3. Impr ovement in compression of real data sets

Bitmap table Compressedsize(bytes) Improvement

Name # columns # rows Original Reordered factor

HEP1 122 2; 173; 762 3; 149; 590 587; 773 5.36

HEP2 907 2; 173; 762 11; 482; 527 7; 008; 601 1.64

HEP3 110 2; 000; 000 2; 349; 302 244; 761 9.60

histogram 64 112; 361 209; 066 54; 605 3:83

stock 360 6; 500 156; 980 22; 904 6:85

irvector160 160 19; 997 14; 952 2; 971 5:03

irvector320 320 19; 997 17; 135 11; 064 1:55

physicsapplications. The fourth data set, histogram ,
comesfrom an image database with 112,361images.
Imagesare collected from a commercial CD-ROM and
64-dimensionalcolor histograms are computed as fea-
ture vectors. The �fth data set, stock , is a time-
seriesdata which contains 360 days stock price move-
ments of 6500 companies, i.e., 6500 data points with
dimensionality 360. The data set histogram is par-
tially correlated, whereasthe stock data set is highly
correlated. The last two data sets are composed of
document feature vectors from 20 newsgroupsbased
on TF/IDF (Term Frequency-Inverse Document Fre-
quency) followed by reduction basedon SVD (Singular
Value Decomposition).

As seenin Table 3, compressionrates are magni�ed
when the tuples are reordered with respect to Gray
code ordering in all problem instancesfrom all appli-
cations. The compressedindex size for data stock is
7 times less than the original after reordering. The
improvement factors are 5.36, 1.64, and 9.60 for high
energyphysics data setsHEP1, HEP2, and HEP3respec-
tiv ely. Comparing the results for thesethree data sets,
we seethat, as expected, improvements are more sig-
ni�can t, when the number of columnsis smaller. Fewer
number of columns meanscloser to the optimal situa-
tion and therefore leaves more room for improvement
for a reordering algorithm, sincemore tuples are likely
to fall into the same bins, and thus it is possible to
order tuples so that consecutive tuples fall into same
bins in a lot of attributes. A similar trend can be ob-
served in information retrieval data sets irvector160
and irvector320 , where the improvement factors are
5.03and 1.55respectively. Nevertheless,improvements
are signi�can t even for larger numbers of columns. It
should alsobe noted that the Gray code ordering tech-

nique can be applied to arbitrary data sizes,sinceit is
an in-place algorithm. This meansthe e�ectiv enessof
our techniques will only get better, as we apply these
techniques to larger data sets.

As already discussed,our proposed techniques are
preprocessingstepsfor conventional compressionalgo-
rithms and associated query running techniques, and
thus thesequery running techniquescan be usedas is,
together with our algorithms. For this reason,we are
not presenting any results on query run times, sinceit
hasbeenalready reported that query run times are lin-
early dependent on the compressedbitmap table sizes.
We expect our improved compressionrates to translate
directly into improvedquery run times. Notice that the
e�ects of our improved compressionrates will be even
more dramatic under limited resources,which is typi-
cal in large-scalesystems.Compactedindex structures
will grant better locality for algorithms, providing a
secondsourceof improvement.

In the secondset of experiments, we have tested the
performanceof Gray codeordering for varying numbers
of columns. We �xed the number of rows at 1,000,000
and tested the performanceof our algorithm by varying
the number of bins per attribute to changethe number
of columns to be 50, 100, 150, 200, 250, and 300. The
results of our experiments are presented in Figure 5. In
this �gure original corresponds to the sizeof the com-
pressedbitmap tables for the original data, whereas
reordered corresponds to the size for compressingre-
ordered data. As observed in this �gure, compressed
data sizesgrow with increasingnumber of columns. Re-
ordering signi�can tly decreasescompressedindex size
in all cases.The improvement factor is 2.52,2.08,1.64,
1.92,1.68and 1.68,when the number of columns is 50,
100, 150, 200, 250, and 300, respectively. Fewer num-



Figure 5. Performance for varying number s of
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ber of columns leavesmore room for improvement for
reordering due to increasedlikelihood of tuples in the
samebins, which is nicely exploited by our Gray code
ordering algorithm.

In the next set of experiments, we tested the run
time performance of our algorithm. We run exper-
iments on a Linux machine with 2:4GHz CPU and
1GByte memory. We used the irvector32 informa-
tion retrieval data, which has 19,997tuples and 32 at-
tributes, as our basedata set, and randomly selected
tuples, and attributes for our scalability studies. The
results presented in Figures 6{8 are the averagesof �v e
runs on di�eren t problemsof the samesize. That is the
run time of the algorithm for 1,000rows is reported as
the averagerun time for 5 randomly selectedrow sets
of size1,000.

Figure 6 studies the e�ect of number of rows in the
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Figure 7. Algorithm scalability on the number
of attrib utes

run time. For these runs, we used 30 attributes all
of which are partitioned into 10 bins. The number of
objects vary from 5000 to 19000. In Figure 6, the x-
axis is the number of rows, and the y-axis is the run
time in seconds,and the results clearly show the linear
relation betweenthe number of rows, and the runtime.
Similarly, Figures7 and 8, observethe e�ect of numbers
of attributes and bins per attribute on the run time.
In Figure 7, we �x the number of objects as 19; 000,
the number of bins per attribute as40. In Figure 8, we
�x the number of objects as 19; 000and the number of
attributes as 30. All results con�rm the linear relation
between the runtime of our algorithm and the bitmap
table size.

In the �nal set of experiments, we applied the 2-
switch heuristic described in Section 3.2.2 on the TSP
graphs for tuple reordering. As expected the runtimes
were orders of magnitude slower compared to Gray
code ordering. For instance, Gray code ordering on
HEP1, which has 122 columns and 2,173,762rows took
only 43.4 seconds,whereas the 2-switch heuristic on
the TSP graph took over 1,600 seconds.We have ob-
served someimprovement in the compression(around
only 1%), but the huge gap in run time was daunting.
We have observedsimilar results in the other data sets.

5 Conclusions and Future Work

We studied the problem of improving bitmap index
compressionrates by reorganizingdata layout. Our al-
gorithms reorder database tuples so that consecutive
tuples are likely to fall into same bins to boost the
performanceof run-length encoding basedcompression
schemes. We de�ned the tuple reordering problem,
which aims to �nd an ordering of tuples that maximizes
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the similarit y (measured by being in the same bin),
between consecutive tuples. We proposed Gray code
ordering technique for the tuple reordering problem,
which exploits the idea of Gray codes. Our algorithm
runs in linear time in the sizeof the database,and does
not require any extra storage. This provides the appli-
cabilit y of our algorithm to very large data segments,
even to the whole database.We alsopresented a reduc-
tion of the tuple reordering problem to the well-known,
well-studied traveling salespersonproblem(TSP). How-
ever, enormous sizesof the problems hinder applica-
bilit y of frequently used TSP techniques for the tu-
ple reordering problem. Our experiments showed that
bitmap compressionrates can be magni�ed by reorder-
ing database tuples. In many instances, compressed
�le sizefor the reordered�le is lessthan half the com-
pressedsizeof the original �le. We have also observed
a 9.60times reduction in compressedindex sizeon data
set HEP3, which has 110 columns and 2,000,000rows.

This paper shows the incontestable advantages of
data reorganization for elevating bitmap index com-
pressionand intro ducesan important problem, which
we call the tuple reordering problem. While our
techniques are very e�ectiv e in decreasingcompressed
bitmap indices, they are only our �rst steps in this di-
rection, and leavesmuch for further research. The per-
formanceof Gray code sorting algorithm is a�ected by
the order, in which we processthe columns, and thus
�nding a good ordering of columns will be another in-
teresting research project. Also, the literature in TSP
is extremely rich, a more detailed study on adopting
TSP techniques for the tuple reordering problem is
worth investigating. Although enormousproblem sizes
hinder most of the techniques, a thorough study into
TSP literature might be able to produce techniques,

which avoid explicit construction of the TSP graph and
might be applied to smaller segments of the data. Fi-
nally, existing compressionalgorithms are tuned for un-
ordereddata, whereasour algorithms provide long uni-
form segments in the data. We expect signi�can t ad-
ditional improvements in compressionrates by tuning
existing compressionalgorithms to reorganized data.
In general, an interesting avenue will be better inte-
gration of ordering and compressionalgorithms, where
ordering algorithms are tuned for the compressional-
gorithm to be used, and the compressionalgorithms
are tuned for the reordereddata.
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